Understanding what files are and choosing a Delphi file type

File, n, 1. A metal tool with numerous small cutting ridges or teeth on its surface, for smoothing or cutting metal and other substances.  2. A cabinet in which papers, etc., are arranged or classified for convenient reference.  3.  Computers, a portion of a memory storage device allocated to a set of data.

If you want explanations of the first two definitions, sorry you will have to look elsewhere.  This article discusses the third definition, although of course a computer file is analogous to the cabinet of the second definition.

This article discusses what a file is by looking at the origins of files; at least in so far as they have been implemented on PCs.

Outline of this article:

· Disk format of a file
· File contents, part I
· Language conventions and ASCII
· Language conventions and machine code
· File contents, part II
· Delphi and files
· Which file types should you use?
Disk format of a file

A file is a portion of a disk (or equivalent device) allocated to a set of data and referred to by a file name.  With FAT file systems, disk space is allocated in blocks of (for example) 256, 1024, or 4096 bytes, depending on the capacity of the disk.  A disk with 512-byte blocks will therefore allocate 512 bytes of storage for any file up to that size.  If you create a file that only requires 6 bytes, 512 bytes will be allocated.  If you create a file 513 bytes long, 1024 bytes (two blocks) will be allocated.  So how does the operating system know the actual size of the file?

Each disk keeps a directory of files.  The entries for each file include the name of the file, the date and time the file was last written to, and the size of the file.  It is an enhanced version of this directory that Windows Explorer presents in the ‘Files’ pane.

This system has been around since the very first version of MSDOS, and in fact was based on an even earlier operating system, known as CP/M.

File contents, part I

So what goes into a file?  Anything, actually.  Files are sequences of bytes.  A byte is of course 8 bits where each bit can, by definition, have one of two values, which can be represented as on and off, zero and one, or any other representation desired.  Normally bits are represented by the numeric digits 0 and 1, and eight identical bits therefore can be represented as 00000000 or 11111111.  These are binary numbers, but are not convenient for most purposes, so are often combined into groups of four bits.  Because a group of four bits can have any of 16 different values, these are normally represented by the ten numeric digits and the first six letters of the alphabet.  This is known as hexadecimal.  Of course decimal numbers can also represent 16 different values.  The table at right shows these 16 different values represented as binary, hexadecimal, and decimal.

As a byte is eight bits, two hexadecimal digits are used to represent the value, giving values from 00 to FF, equivalent to 00000000 to 11111111 in binary or 0 to 255 in decimal.  Delphi distinguishes hexadecimal from other numbers by the dollar sign at the start of the number, thus 40 is a decimal number whereas $40 is hexadecimal number (equivalent to 64 in decimal).

But of course files don’t just contain numbers, do they.  They can contain text, pictures, etc., as well.  How do they do this?  The answer lies in what can be termed language conventions.

Language conventions and ASCII

What does the sequence of letters 'c', 'a', and 't' mean?  To English-speaking people, it is a furry pet with claws.  The letters themselves have no inherent meaning, but English speakers agree to apply a particular meaning to that particular sequence of letters.  Similarly, the sequence 'g', 'i', 'f', and 't' mean a present.  But to German-speaking people that sequence means a poison.  The same sequence of letters can mean different things to different people, and in fact any sequence of letters or other symbols can mean anything at all, as long as the writers and readers all understand the meaning.

English and similar languages use 26 letters, Morse code uses two, and DNA uses four.  In the 1960s a language convention was adopted for computer data, known as ASCII (American Standard Code for Information Interchange).  This convention allocated meanings to the first 128 of the 256 values a byte can have.  There were already other conventions in use, and others again have modified or superseded ASCII, but ASCII was adopted by personal computers when they appeared and so it became quite widespread.

Under the ASCII standard or language convention, the value 01000001/$41/65 was given the job of representing the capital letter 'A'.  Thus a file that contained the bytes $43, $41, and $54 will, if loaded into WordPad, display as 'CAT'.  This is not because the file contains the word 'CAT', but because WordPad understands the bytes to represent the letters 'C', 'A', and 'T'.  A different application may understand the same bytes differently.

So if ASCII uses 128 different values and English only has 26 letters, what are all the others for?  Well English actually uses more than just the 26 letters.  It uses both capital and lower-case letters, a space to separate words, and there other symbols to help with clarity, such as commas, full stops, question marks, etc.  ASCII uses 95 of the values to represent the ten numeric digits, 26 capital letters, 26 lower case letters, various punctuation marks, the space character, and miscellaneous other symbols such as the dollar sign and '@' symbol.

ASCII also defines 32 control characters.  These were originally designed for data transmission and similar where specified values indicate the start and end of transmission, etc.  Thus value 3 was ETX (End of Text) and 4 was EOT (End of Transmission).  $A (10) is LF (Linefeed) and $C (13) is CR (Carriage Return).  Most of these control characters (values $0 to $19) are not used as such in PCs.  IBM also decided to allocate the remaining 128 characters (values $80 to $FF) to various mathematical symbols and foreign-language characters, but these are not part of the ASCII standard and under Windows different typefaces may allocate different symbols to these values.

Language conventions and machine code

There is another important language convention used on IBM-type PCs.  This is the language convention of the processor itself.  To the processor, the value $41 is not the letter 'A', but the instruction inc ecx (increment the ecx register).  The processor understands the byte values to be instructions to perform, and these have no connection with the ASCII code at all.  Thus the same “letters” can represent two or more completely unrelated ideas, just as gift means something totally different in English and German.
File contents, part II

So computer files contain sequences of bytes which may represent ASCII characters or machine code or something else altogether.  So how does the Operating System (OS) know what the values represent?  In a sense, it doesn’t.  It really doesn’t matter to the OS what a file contains.  A file is ANY sequence of byte values.  If all it is asked to do is to copy, move, or delete the file, the contents don’t matter at all.  If Explorer is told to open a file, it looks up a list (based on the filename extension) to see which application to pass the file to, starts that application, and passes the file to it.  It has no idea whether the file actually contains what the application expects it to contain.  About the only time the file contents matter to the OS (apart from its own files) is when it is asked to run the file as a program.  In this case it will check to see if the filename extension is an appropriate one (.exe, .com, etc.), but in most cases it also checks the contents of the file to see if they have certain signature values.  Early .exe programs, for example, had to start with the bytes $4D and $58.  These bytes did not represent machine code, but were an indication (by yet another convention) that the file was a program.  (The values $4D and $58 were arbitrarily chosen as in ASCII they represent the letters 'MZ', reputedly the initials of the programmer who designed the .exe file format!)

In CP/M days, files were saved in 128-byte blocks with no record of the exact file size.  The actual end of a text file was marked with a byte with a (decimal) value of 26 (also known as Ctrl-Z).

Delphi file types

Delphi provides several methods for handling files, including wrappers for Windows’ own file-handling methods.  I will not cover the latter here.  Delphi categorises files as untyped, typed, and text.

The most basic is the untyped file, with which Delphi treats the file merely as a sequence of byte values.  This essentially is what is done with the following procedure, which makes a copy of a file. 

procedure CopyFile(fromName,toName:string);

var
infile,


outfile:
file;


buffer:
pointer;

fs:
integer;

begin
  assignFile(infile, fromName); reset(infile,1);

  assignFile(outfile, toName); rewrite(outfile,1);

  fs:=FileSize(infile);

  getmem(buffer,fs);

  blockread(infile,buffer^,fs);

  blockwrite(outfile,buffer^,fs);

  CloseFile(infile); 

  CloseFile(outfile);

  Freemem(buffer,fs);

end;

This rather simple procedure reads the entire contents of the file into the memory allocated to buffer then writes the same data to a new file.  It assumes nothing about the contents of the file.  Actually, for historical reasons (probably traceable back to the CP/M file record-size), Delphi assumes that an untyped file is composed of blocks of 128 bytes unless you specify a different size in the reset and rewrite procedures.  In the code above, we have specified record sizes of one byte, then told Delphi to read and write fs “records”.  Unless you have a special reason for not doing so, you should always specify a record size of one byte when using untyped files.

With a typed file, you tell Delphi what the file contains.  This may be sequences of bytes, words, booleans, or a user-defined type such as a record.   This last one is often referred to as a file of record.  The following procedure also copies a file, but tells Delphi that the file contains MyRecord records.

type
MyRecord = packed record

  Surname:

string[20];


  ChristianName:
string[20];


  Birthdate:

TDate;


end;  {MyRecord}

procedure CopyFile(FromName,ToName);

var
InFile,


OutFile:
file of MyRecord;


Rec:

MyRecord;

begin
  AssignFile(InFile, FromName); reset(InFile);

  AssignFile(OutFile, ToName); rewrite(OutFile);

  while not eof(InFile) do begin

    read(InFile, rec);

    write(OutFile, rec);

  end;  {while}

  CloseFile(InFile);

  CloseFile(OutFile);

end;

Delphi knows that a MyRecord type occupies 50 bytes (21 for each string field and eight for the Birthdate field), so reads in and writes out 50 bytes at a time.  If the file is not a multiple of 50 bytes, an error will occur when the end of the file is reached in the middle of reading a record.  The following code does the same thing but uses an untyped file (it uses the same MyRecord as the previous example):

procedure CopyFile(FromName,ToName);

var
InFile,


OutFile:
file;
{untyped file this time}


Rec:

MyRecord;

begin
  AssignFile(InFile, FromName); reset(InFile,sizeof(MyRecord));
{specify “records” of the length of MyRecord}

  AssignFile(OutFile, ToName); rewrite(OutFile,sizeof(MyRecord));

  while not eof(InFile) do begin

    BlockRead(InFile, rec, 1);
{read one record}

    BlockWrite(OutFile, rec, 1);
{write one record}

  end;  {while}

  CloseFile(InFile);

  CloseFile(OutFile);

end;

The remaining file type that Delphi understands is TextFile.  This indicates to Delphi that the file contains bytes conforming to the ASCII language convention, although it will accept non-ASCII characters, i.e. characters in the range $80 to $FF.  Particularly, it does assume that the file contains lines of text separated by CR (Carriage Return) characters, possibly followed by LF (Line Feed) characters.  The following procedure copies a text file:

procedure CopyFile(FromName,ToName);

var
InFile,


OutFile:
textfile;



S:

string;

begin
  AssignFile(InFile, FromName); reset(InFile);


  AssignFile(OutFile, ToName); rewrite(OutFile,sizeof(MyRecord));

  while not eof(InFile) do begin

    Readln(InFile, s);
{read an entire line up to a CR character.  The CR (and LF) is skipped.}

    Writeln(OutFile, s);
{write a line and append CR and LF}

  end;  {while}

  CloseFile(InFile);

  CloseFile(OutFile);

end;

A text file gives you other options.  One option is to read and write partial lines (use Read and Write instead of ReadLn and WriteLn).  Another is to automatically convert certain ASCII sequences to their numerical equivalents.  For example, given “i” being declared as a byte, if the file contains the string '123 ', read(InFile, i) will convert the string into the numeric value $7B (123 in decimal).

Delphi also defines the TiniFile object which assumes that the file is a text file conforming to the layout of a Windows .ini file, wherein most lines are of the form <keyname>=<value>.  Additionally the TStrings type has methods for reading and writing text files.  Then there are database files, which are beyond the scope of this article (because I haven’t used them and don’t know much about them!).

Which file types should you use?

By now I hope you understand that, in theory, you can use any Delphi file type to read and write any file (although using a TextFile to read a file that is not text generally won't work very well).  You could, for example, use an untyped file or a file of char, to read and write ASCII text.  You could, in theory, use an untyped file to write an executable program file.  In practice, of course, particular file types work better with some files than others.

If your file contains just strings of text, TextFile is the obvious choice.  Similarly, if your file contains data of a single type (including records), a typed file is the way to go.  However, there are always going to be those occasions when you want a file to contain data of various types.  For example, a Windows resource file might contain some icons, some bitmaps, and some cursors.

Let us have a look at examples of how to save some employee data with each of the three file types.

We will include a file version number at the start of the file.  Unless you are sure that your file format will never change, a file version number is a good idea so that your program will know what format the data is in.  The Untyped and Text files will also include a value indicating the number of records.  This is not essential but assists with reading in the information.  The Typed file does not need this as the number of records can be easily calculated by dividing the size of the file by the size of the type.

There is of course more than one way to write and read files; the examples below are not necessarily the only ways.

In each of these examples let's assume the following declarations:

Type

  PersonRecord = packed record

    ChistianName: string[15];

    Surname:      string[15];

    Address1:     string[30];

    Address2:     string[30];

    Town:         string[15];

    Postcode:     word;
{zip code for Americans}

    Birthdate:    Tdate;

    YearsService: byte

    ID:           word;

  End;  {PersonRecord}
{this record is 114 bytes long}

Var

  People:
array of PersonRecord;

Const

  LatestFileVersion = 3;

We will use two records with the following values so that we can work out the file sizes for each method:

	
	Record 1
	Record 2

	ChistianName
	Fred
	Josephine

	Surname
	Smith
	Black-Forest

	Address1
	13 Railway Crescent
	Flat 16

	Address2
	
	144 Carrington Highway

	Town:
	Smallville
	Williamstown East

	Postcode
	9053
	8405

	Birthdate
	29-2-1952
	25-12-1970

	YearsService
	15
	3

	ID
	14587
	34423


In the code examples, the figures in square brackets are the bytes written by each statement for each of the two records.

Example 1: Untyped File

procedure WriteFile(filename:string);

var    fil:    file;

       i:      integer;

       num:    word;    {allows up to 65535 records}

const  ver:    byte = LatestFileVersion;

  procedure WriteString(s:ShortString);

  begin  {WriteString}

    BlockWrite(fil,s,succ(length(s));



  end;  {WriteString}

begin  {WriteFile}

  assignFile(fil,filename); rewrite(fil,1);


{Create the file}

  BlockWrite(fil,ver,sizeof(ver));


[1]
{Write the file version}

  num:=length(People);

  BlockWrite(fil,num,sizeof(num));


[2]
{Write the number of records}

  for i:=0 to high(people) do 

      with people[i] do begin




{write the data}
        WriteString(ChristianName);


[5,9]

        WriteString(Surname);



[6,13]

        WriteString(Address1);



[20,8]

        WriteString(Address2);



[1,23]

        WriteString(Town);




[11,18]

        BlockWrite(fil,Postcode,sizeof(Postcode));
[2,2]

        BlockWrite(fil,Birthdate,sizeof(Birthdate));
[8,8]

        BlockWrite(fil,YearsService,sizeof(YearsService));
[1,1]

        BlockWrite(fil,ID,sizeof(ID));


[2,2]

      end;  {with}

  CloseFile(fil);

end;  {WriteFile}

procedure ReadFile(filename:string);

var    fil:    file;

       i:      integer;

       num:    word;    {allows up to 65535 records}

ver:    byte;

  function ReadString:ShortString;

  begin  {ReadString}

    BlockRead(fil,result,1);


{Read the length of the string}

    BlockRead(fil,s[1],length(s));

{Read the string itself}

  end;  {ReadString}

begin  {ReadFile}

  assignFile(fil,filename); reset(fil,1);

{Open the file}

  BlockRead(fil,ver,sizeof(ver));



{Read the file version}

  BlockRead(fil,num,sizeof(num));



{Read the number of records}

  SetLength(People,num);

  for i:=0 to high(people) do 

      with people[i] do begin
{Read the data}

        ChristianName:=ReadString;

        Surname:=ReadString;

        Address1:=ReadString;

        Address2:=ReadString;

        Town:=ReadString;

        BlockRead(fil,Postcode,sizeof(Postcode));

        BlockRead(fil,Birthdate,sizeof(Birthdate));

        BlockRead(fil,YearsService,sizeof(YearsService));

        BlockRead(fil,ID,sizeof(ID));

      end;  {with}

  CloseFile(fil);

end;  {WriteFile}

Analysis

The total file size is 143 bytes, the smallest of our examples, but the most complex to write.  We had to use a temporary variable (ver) as the BlockWrite statement requires variables, not constants.  If we later need to increase the maximum length of a surname, for example, changing the record declaration is all that is required.

Example 2: File of Record

procedure WriteFile(filename:string);

var    fil:    file of PersonRecord;

       i:      integer;

       rec:    PersonRecord

begin  {WriteFile}

  assignFile(fil,filename); rewrite(fil);
{Create file}

  fillchar(rec,sizeof(rec),0);


{clear fields (not necessary)}

  rec.postcode:=LatestFileVersion;

{any suitable numeric field would do}

  Write(fil,rec);



[114]
{write a record containing the file version}

  for i:=0 to high(people) do Write(fil,People[i]);
[114,114]
{Write the data}

  CloseFile(fil);

end;  {WriteFile}

procedure ReadFile(filename:string);

var    fil:    file of PersonRecord;

       i:      integer;

       rec:    PersonRecord

       ver:    byte;

begin  {ReadFile}

  assignFile(fil,filename); reset(fil);

{Open the file}

  Read(fil,rec);




{Read a record containing the file version...}


  ver:=rec.postcode;



{... and extract the file version from it}

  SetLength(people,pred(filesize(fil) div sizeof(rec));  {calculate number of records.}

  for i:=0 to high(people) do Read(fil,People[i]);
{Read the data}

  CloseFile(fil);

end;  {ReadFile}

Analysis

The total file size is 342 bytes, by far the largest of our examples, but also the easiest to write.  The space is in the unused parts of the strings, which were designed to hold the largest likely names and addresses, plus in the additional record we used at the start just to hold the file version.  If we decide later that we need to allow longer strings, we not only need to change the record definition, but also all the files already written this way .  Thus while it is the easiest to write, it is probably the hardest to change.

Example 3: Text File

procedure WriteFile(filename:string);

var    fil:    text;

       i:      integer;

begin  {WriteFile}

  AssignFile(fil,filename); rewrite(fil);


{Create the file}

  Writeln(fil,LatestFileVersion,' ',length(People));
[6]
{Write the file version and number of records}

  for i:=0 to high(people) do 

      with people[i] do begin




{Write the data}
        Writeln(fil,ChristianName);


[6,10]

        Writeln(fil,Surname);



[7,14]

        Writeln(fil,Address1);



[21,9]

        Writeln(fil,Address2);



[2,24]

        Writeln(fil,Town);




[13,19]

        Writeln(fil,Postcode,' ',YearsService,' ',ID,' ',DateToStr(Birthdate));
[24,23]

      end;  {with}

  CloseFile(fil);

end;  {WriteFile}

procedure ReadFile(filename:string);

var    ver:    byte;

       i,

       num:    integer;

       d:      string;

begin  {ReadFile}

  AssignFile(fil,filename); reset(fil);

{Open the file}

  readln(fil,ver,num);



{Read the version number and number of records}

  SetLength(people,num);

  for i:=0 to pred(num) do
      with people[i] do begin


{Read the data}

        Readln(fil,ChristianName);

        Readln(fil,Surname);

        Readln(fil,Address1);

        Readln(fil,Address2);

        Readln(fil,Town);

        Readln(fil,Postcode,YearsService,ID,d);

        Birthdate:=StrToDate(d);

      end;  {with}

  CloseFile(fil);

end;  {ReadFile}

Analysis

The total file size is 178 bytes, not much more than the untyped file.  Delphi automatically converts the numbers to text, but we have to use the DateToStr function to convert the date to text.

This table provides comparative statistics on the three examples:

	
	Untyped files
	Typed Files
	Text Files

	File size
	143 bytes
	342 bytes
	178 bytes 

	Bytes in "header"
	3
	114
	6

	Average bytes per record
	70
	114
	86

	Lines of code in WriteFile()
	28
	12
	17

	Estimate of speed
	Probably fairly fast, as no conversions were required, but there were many different calls to BlockWrite and several calls to a subroutine.
	Probably fastest, as just three separate writes to the disk were involved.
	Probably the slowest, due to all the conversions to text required.


Advantages and disadvantages of the various file types are as follows:

Untyped Files

Advantages

· You can store anything you wish in Untyped Files.  There are no restrictions.

· Untyped Files will normally be the most compact

Disadvantages

· You have to keep track of the data yourself, which will normally require a fair bit of coding.

Typed Files

Advantages

· Typed Files are easier to use than Untyped files.

· Typed Files are probably the fastest for most purposes as the data can be loaded straight into the record.  The other types usually involve more conversions and/or data shuffling.

Disadvantages

· You are limited to one type of data per file.

· Records have to be designed to hold the largest data (e.g. the longest possible name) and all records thus take up this space, so a Typed File is generally the most space hungry.

· It is pointless writing pointers to the file (if you did, you would simply write and read the memory address, not the data itself), so you cannot have file of pointers, objects, or strings (longstrings) or records containing any of these.  In any case the compiler will not allow a file of string (longstring).  

Text Files

Advantages

· Delphi has special facilities for handling Text Files, such as conversion of numerical data to text and vice versa, making Text Files easy to use and fairly compact.

· Text Files can be viewed in a text editor or even dumped to the screen (or printer) at the command prompt with the TYPE command.

· Corrupted files can be edited with a text editor.

Disadvantages

· Non-textual data (other than numbers) cannot be included, unless somehow converted into a textual form.

· Not efficient storage of non-textual data. 

Appendix A

The following table compares how to code selected actions for various file types.

	
	Untyped files
	Typed Files
	Text Files

	Declaring
	var f: file;

    v: type;

    i:  integer;
	var f: file of type;

    r: type;

    i:  integer;
	var f:  TextFile;

    i:  integer;

    s:  string;

    ch: char;

	Assigning
	AssignFile(f, filename)
	AssignFile (f, filename)
	AssignFile(f, filename);

	Opening for reading
	FileMode:=0;

Reset(f, 1);
	FileMode:=0;

Reset(f);
	Reset(f);

	Opening for reading and writing
	Reset(f, 1);
	Reset(f);
	Not available

	Opening for appending
	Reset(f, 1);

Seek(f, filesize(f));
	Reset(f);

Seek(f, filesize(f));
	Append(f);

	Creating
	Rewrite(f, 1);
	Rewrite(f);
	Rewrite(f);

	Reading
	BlockRead(f, v, sizeof(v));
	Read(f, r);
	Read(f, i);

	
	
	
	Read(f, s);

	
	
	
	Readln(f, i, ch, s);1

	Skip a record/line while reading
	Seek(f, filepos(f)+sizeof(v));
	Seek(f, succ(filepos(f)));
	Readln(f); 2

	Writing
	BlockWrite(f, v, sizeof(v));
	Write(f, r);
	Write(f, i);

	
	
	
	Write(f, s);

	
	
	
	Writeln(f, i, ‘ ‘, s); 1

	Get the current file position
	i:=filepos(f);
	i:=filepos(f);
	Not available

	Jump to a position in the file
	Seek(f, i);
	Seek(f, i);
	Not available

	Get the file size
	i:=filesize(f);
	i:=filesize(f);
	Not available3

	Closing
	CloseFile(f);
	CloseFile(f);
	CloseFile(f);


1–The Read, ReadLn, Write, and WriteLn procedures can take multiple arguments.

2–If the ReadLn procedure has no parameters (other than the file variable), the file pointer merely moves to the end of the line.  If the WriteLn procedure has no parameters (other than the file variable), a blank line is output.

3–See the article How do I get the size of a Text File in Delphi?
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